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Abstract—Building accurate regression models using limited 
data is a challenging problem in manufacturing data analysis. In 
this paper, we study a particular semi-supervised learning 
problem where labeled data is limited, while unlabeled data is 
plentiful. In these conditions, conventional single-view learning 
methods are prone to overfitting. To tackle this problem, we 
develop a novel co-training technique, namely Partial Bayesian 
Co-training (PBCT). PBCT scales down the original set of 
features to create a partial view, and then exploit side information 
from the partial view to enhance the complete model. The PBCT 
model also allows integrating domain knowledge to enhance 
model accuracy. The proposed method is validated with 
experiments on industrial manufacturing data. The experimental 
results show that under a reduction of labeled data by up to 50%, 
a robust estimation is still attainable. This suggests that the PBCT 
model is a promising solution to a broad spectrum of applications. 

Index Terms—co-training, multi-view learning, 
semi-supervised learning 

I. INTRODUCTION 

IRTUAL metrology is the task of predicting a 
performance indicator using process variables and 

machine sensor data, effectively eliminating the usage of 
physical measurement in manufacturing. Virtual metrology has 
been applied to semiconductor manufacturing for fault 
detection and classification in advanced process control [1]-[3]. 
In a semiconductor foundry, wafer fabrication tools must be 
regularly monitored to guarantee stable wafer production. 
Conventionally, physical metrology is required for wafer 
fabrication monitoring, which is executed by measuring 
process variables from complex fabrication steps – lithography, 
etching, thin film deposition, etc. However, physical metrology 
often results in additional equipment cost, human resources, 
and long cycle time. Therefore, there is a strong motivation to 
replace physical metrology with a virtual approach for cost 
reduction while maintaining quality assurance [4]. 

Virtual metrology is deployed in a variety of manufacturing 
industries. It is sometimes referred to as a “soft-sensor” in the 
area of chemical engineering and is a key to success in 
estimating product quality or other important variables when 
online analyzers (i.e., real-time physical measurements) are not 
available [5]. For ship and aircraft construction, virtual 
metrology is used as a framework to predict and reduce 
measurement uncertainty of geometric inspection [6]. Virtual 
metrology has been adopted not only for predicting the quality 
of products, but also for monitoring tool performance [7]. 

While virtual metrology is applicable in numerous 
applications, it fundamentally relies on regression modeling 
techniques using historical labeled data. In practice, collecting 
a large amount of labeled data from manufacturing can be 
prohibitively expensive, as the performance indicator of 
interest is typically measured via an expensive physical test. 
Without sufficient labeled data, most conventional regression 
modeling methods (e.g., regression trees [8], Gaussian process 
regression [9], Gaussian mixture model [10], hidden Markov 
model [11], etc.) often face a high risk of overfitting. 

When unlabeled data are available, semi-supervised 
regression can be of great value [12]-[16]. A simple approach is 
self-training [12], in which the model of interest uses its own 
prediction on unlabeled data to train itself. While self-training 
has been shown with great success, an early mistake may easily 
mislead the model and bias the outcome. Alternatively, 
semi-supervised support vector regression (SVR) [13] is an 
extension of support vector machine for function estimation. 
SVR is non-parametric, which hinders the interpretability of the 
model – an important aspect in manufacturing. Graph-based 
methods [14] apply a regularization function over a graph of 
labeled and unlabeled samples. This approach has been further 
extended to manifold regularization [15], where data are 
constrained on a low dimensional manifold. Graph-based 
methods suffer from several limitations: (i) non-parametric, (ii) 
transductive (i.e. difficult to predict unseen test data), and (iii) 
based on a label smoothness assumption. Finally, methods 
based on multiple views [16] have also been developed for 
semi-supervised regression. 

In this paper, we develop an inductive, parametric 
semi-supervised regression method, referred to as Partial 
Bayesian Co-training (PBCT). PBCT generates two 
overlapping views and create a regression function for each of 
them: a simple, low-complexity regression function, and a 
complete, high-complexity regression function. In conjunction 

Partial Bayesian Co-training For Virtual 
Metrology 

Cuong Nguyen, Student Member, IEEE, Xin Li, Fellow, IEEE, Ronald D. Blanton, Fellow, IEEE, and 
Xiang Li, Member, IEEE  

V

This work was fully supported by the Agency for Science, Technology and
Research of Singapore under project U15-E-011SV. Paper no. TII-18-3293.
(Corresponding author: Ronald D. Blanton.) 

C. Nguyen and R. D. Blanton are with the Department of Electrical and
Computer Engineering, Carnegie Mellon University, Pittsburgh, PA 15213,
USA (email: cuongn@andrew.cmu.edu; rblanton@andrew.cmu.edu). 

Xin Li is with the Department of Electrical and Computer Engineering,
Duke University, Durham, NC 27708, USA (email: xinli.ece@duke.edu). 

Xiang Li is with the Singapore Institute of Manufacturing Technology,
Singapore 138634 (email: xli@simtech.a-star.edu.sg). 

© 2019 IEEE. Personal use of this material is permitted. Permission from IEEE must be obtained for all other uses, in any current or future media, including reprinting/
republishing this material for advertising or promotional purposes, creating new collective works, for resale or redistribution to servers or lists, or reuse of any copyrighted
component of this work in other works.



1551-3203 (c) 2018 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TII.2019.2903718, IEEE
Transactions on Industrial Informatics

TII-18-3293 
 

2 

with unlabeled data, the simple regression function is exploited 
to assist the learning of the complicated function and, therefore, 
avoids overfitting when training the complicated function. 

Our proposed method consists of two major steps. First, we 
create two overlapping views from the available features: one 
complete view and one partial view. The complete view 
contains all features, while the partial view includes a small 
number of the most informative features only, as determined by 
a sequential forward selection (SFS) technique [17]. Second, 
we co-train two regression functions using the partial and 
complete views by solving a maximum a posteriori (MAP) 
estimation problem. The outcome of PBCT is a regression 
function based on the complete view. The experimental results 
on manufacturing examples indicate that PBCT effectively 
maintains a consistent, robust estimation while training on 
substantially fewer labeled data. Hence, PBCT has great 
potentials in applications where labeled data are scarce. 

The remainder of this paper is arranged as follows. Technical 
background and prior work are reviewed in Section II. Section 
III describes the PBCT method, including its graphical model 
and MAP estimation. Section IV further discusses 
implementation details. Section V describes algorithm 
validation using three industrial datasets. Finally, we draw 
conclusions in Section V. 

II. RELATED WORK 

A. Linear Regression 

Assume that the regression target is to estimate a real-valued 
1 vector , where the input  is comprised of  labeled 

samples described by a single view with  features: 	 ≜

, where  is an 1 column vector, making  a 

 matrix. For this estimation task, linear regression [18] 
assumes that  conforms to a linear model as follows:  

1 ∑ ∙ ∙ . (1) 

The model coefficients ≜ , , … ,  in (1) define a 
linear combination of features. A zero-mean Gaussian noise is 
also added to account for modeling error: 	 ~ 0, . 

Despite being modeled as a linear combination of , the 

regression function is not necessarily a linear function of raw 
input features because the features 	  are often obtained by 
applying nonlinear transformations (e.g., sigmoidal function, 
radial basis function, etc.) to the raw features. 

The model coefficients  can be estimated by maximum 
likelihood estimation (MLE), yielding the following 
optimization problem: 

2 min‖ ∙ ‖ . (2) 

The solution to (2) is known as the least-squares (LS) solution: 

3 ∙ ∙ ∙ . (3) 

As we reduce the size of the training set, so that	 , the 
aforementioned LS model often suffers from overfitting. A 
common solution to overfitting is to add an L-2 regularization 
term to the cost function of (2): 

4 min ‖ ∙ ‖ ‖ ‖ , (4) 

where 	  is the regularization coefficient that can either be 
predetermined or decided by cross-validation. This approach is 
called regularized least-squares regression (Reg LS) [18]. 

If the model coefficients are known to be sparse, i.e., many 
coefficients are zero, while only a few are non-zero, the 
preferred approach is to include an L-1 regularization term to 
the minimization formulation of (2): 

5 min ‖ ∙ ‖ ‖ ‖ , (5) 

where 	  is the regularization coefficient. This method is 
known as sparse least-squares regression (Sparse LS) [19]. 

B. Multi-view Learning 

In many applications, data samples are represented by a large 
set of features and these features can be genuinely divided into 
several subsets; each one is suitable for a particular estimation 
task. For example, in a webpage classification task [20], a 
webpage can be characterized either by its body text, or by its 
leading hypertext link. Since both characterizations can provide 
accurate classification of a webpage, they are treated as two 
views [21]. Thus, when there are multiple feature sets 
describing the same data sample, each feature set is considered 
as a specific view. 

Based on these different views, multi-view learning adopts a 
two-step solution: (i) appoint a modeling function to each view, 
and (ii) jointly optimize all functions towards minimizing the 
overall error. Co-training is a prevailing multi-view learning 
algorithm, developed by Blum and Mitchell [20]. This 
algorithm iteratively trains two classifiers, each based on one 
distinct view, to maximize their agreement on unlabeled data. 

Since it was first introduced in 1998, co-training has grown 
up to become a major branch of multi-view learning and 
numerous co-training variants have been developed [16] 
[22]-[25]. Despite being originally designed for a classification 
task, the idea behind co-training has also been employed for 
regression. For example, Brefeld et al. proposed a 
co-regularization method that employs a regularization term to 
enforce the agreement among views on unlabeled samples [16]. 

We summarize the major steps of the original co-training 
algorithm [20] using Algorithm 1. Consider a multi-view 
dataset  with two mutually exclusive views, i.e. each sample 
can be described as ≜ , , we assume that  is a 
semi-supervised dataset consisting of  labeled and  
unlabeled samples, denoted as  and  respectively. The 
classification target is to learn a binary function ∈ 	 0,1 . 

Algorithm 1. Co-training 
1. Use  to train a classifier 1 that considers only the 1 

portion of the feature vector . 
2. Use  to train a classifier 2 that considers only the 2 

portion of the feature vector . 
3. Apply 	  to label  positive samples and  negative 

samples from  that 1 is most confident. 
4. Add these pseudo-labeled samples to  and remove them 

from . 



1551-3203 (c) 2018 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TII.2019.2903718, IEEE
Transactions on Industrial Informatics

TII-18-3293 
 

3 

5. Apply 	  to label  positive samples and  negative 
samples from  that 2 is most confident. 

6. Add these pseudo-labeled samples to  and remove them 
from	 . 

7. IF 	  is not empty 
8. Go back to Step 1. 
9. END IF 

The authors of [20] adopted a conditional independence 
assumption: given the class label , the two views  and 

 are conditionally independent. This assumption implies that 
any sample labeled by the first classifier  is treated as a 
randomly labeled sample by the second classifier , and vice 
versa. If the assumption holds, each classifier improves the 
other by providing independently labeled samples. Eventually, 
as both classifiers achieve a maximum “agreement” on , 
they converge to the target classifier. 

In the probably approximately correct (PAC) learning 
framework, the original co-training algorithm is assured to 
work under three assumptions: sufficiency, compatibility, and 
conditional independence [21]. The sufficiency assumption 
states that each view is sufficient for learning on its own, given 
infinite number of labeled samples for training. The 
compatibility assumption asserts that the target functions of 
different views always predict the same label for an unlabeled 
sample. Finally, the conditional independence assumption 
ensures that the views are conditionally independent given the 
label. In many practical applications, the three assumptions are 
too strong to be fulfilled. Thus, several alternative assumptions 
have been studied to weaken the requirements. 

The weak dependence assumption, introduced by Abney, 
states that co-training algorithms can be successful if the 
conditional dependence between two views is sufficiently small 
[26]. Later on, Balcan et al. proposed an even weaker 
assumption, namely the expansion assumption on the 
underlying data distribution. If this assumption is satisfied and 
if there exist strong PAC learning algorithms on all views, the 
iterative co-training algorithm succeeds [27]. 

Subsequently, Wang and Zhou proved that as long as two 
initial classifiers have a large difference, their accuracy can be 
improved through the co-training process [28]. The difference 
between two classifiers is defined as: 

6 , ∈ , (6) 

where  represents the underlying data distribution,  and 
 are two arbitrary classifiers. Intuitively, if the classifier 
	provides additional information that the classifier  does 

not carry, the samples labeled by  is helpful for learning 
, and vice versa. This relaxation suggests that co-training 

algorithms may be able to handle overlapping-view scenarios, 
as long as the views are sufficiently divergent. An example of 
using co-training on overlapping views is Partial Co-training 
(PCT) [25]. However, PCT only provides an MLE solution. 
Therefore, it can neither incorporate nor exploit prior 
knowledge when they are available. 

Motivated by the aforementioned relaxation, we extend 
co-training to accommodate overlapping views in a Bayesian 

framework. Fig. 1 shows a simplified diagram to illustrate the 
overall idea of the PBCT method. Although our method does 
not rely on any of the original co-training assumptions, PBCT 
still enforces the conditional independence relationship with its 
graphical model. PBCT demonstrates significant performance 
improvement as evidenced by various experiments. 

III. PARTIAL BAYESIAN CO-TRAINING 

A. Problem Formulation 

Consider a semi-supervised linear regression problem where 
we have a dataset of N samples in total, including L labeled and 

 unlabeled samples, and M basis functions: 	 ≡
; 	 1,2, … , . In this setup,  is an  matrix and 

 is an 1 vector realization of the j-th basis function. 
We assume a linear estimation function as described in (1). 

 
Fig. 1. PBCT generates a partial model and then utilizes this partial model 
together with unlabeled data to enhance the complete model. 

Additionally, let ≡ ; 	 1,2,… , ; 	  be an 
 matrix that is composed of a subset of only  out of  

basis functions in . Hence, a sample (a row) in  or  can be 

denoted using the lowercase letters , , … ,  

or , , … , , respectively. 

 
Fig. 2. (a) A dataset is visualized for the complete view	  and the partial 
view 	 . The PBCT graphical models are shown for (b) labeled and (c) 
unlabeled data. 

In this manner, we have defined two overlapping views: a 
complete view  and a partial view . The dataset now has a 
two-view arrangement, instead of the initial setup where all 
features belong to one combined set.  Furthermore, for this 
semi-supervised learning scenario, we use  or  to denote 
the submatrices containing labeled samples, and  or  to 
denote their unlabeled counterparts. Fig. 2 (a) visualizes the 
aforementioned two-view arrangement. 
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Accordingly, let  be a linear regression function on the 
complete view: 

7 ∙ ∙ . (7) 

Similarly, let  be the partial model – a linear regression 
function on a partial view: 

8 ∙ ∙ , (8) 

where ≡ , , … , 	are the unknown coefficients of the 
partial model.  

If we have an infinite amount of labeled data, both models 
can be learned accurately. Ideally, given sufficient labeled data, 
the mean-squared error of  is . Since the complete view 
contains more information than the partial view, the complete 
model  is more accurate than the partial model , given a 
sufficiently large amount of labeled data. However, with 
limited labeled data,  is better against overfitting, because it 
has lower complexity as compared to	 . The PBCT model 
brings these two models to a fusion, where the advantages from 
both of them are exploited. 

Our goal is to estimate the model coefficients  of the 
complete model .	 In order to realize this goal, our method 
exploits the partial model  and the unlabeled data to provide 
side information for learning . This strategy is illustrated by a 
graphical model discussed in the next subsection. 

B. Graphical Model 

The PBCT graphical model specifies the relationship 
between two views  and  of the data and the target  via 
probabilistic links. Fig. 2 (b) and (c) show the graphical models 
for two cases: labeled and unlabeled data. The values of the 
complete and partial models (i.e.,  and ) are considered as 
two random variables. Thus, they are represented by two 
separate nodes, both are connected to a consensus function . 
Assume that the difference between each regression function 
and the consensus function follows a zero-mean, isotropic 
Gaussian distribution: 

9 
~ 0,  

~ 0, . 
(9) 

Any noise resulted from the measurement of the label  is 
parameterized as follows: 
10 ~ 0, . (10) 

From the undirected graphical model of PBCT, given , the 
remaining variables , 	 ,  and  are pairwise conditionally 
independent. Essentially, this model resembles the conditional 
independence assumption from Algorithm 1, which ensures 
that the views are conditionally independent given the true class 
label. At the functional level,  and  are dependent on each 
other only via , and the label  also depends on the consensus 
function  [23]. 

The PBCT graphical model is therefore defined with the 
hyper-parameters , ,  and the unknown model 

parameters , . In the following subsection, we will discuss 
the estimation of the model parameters, given a training dataset 
and the prior knowledge. 

C. MAP Estimation 

The likelihood function for the labeled data can be computed 
based on (9) and (10) as follows: 

1
1 

pdf , , | , ∝ exp ‖ ‖ ∙ 

exp ‖ ‖ ∙ exp ‖ ‖ . 
(11) 

Analogously, the likelihood function for the unlabeled data is: 
12 pdf , | , ∝ exp ‖ ‖ , (12) 

where the new parameters 	are deterministic functions 
of the hyper-parameters , , . 

 Assuming all samples, either labeled or unlabeled, are 
generated independently, the likelihood of the whole dataset is: 

1
3 

pdf , , , , | , ∝ 

exp ‖ ‖ ∙ exp ‖ ‖ ∙ 

exp ‖ ‖ ∙ exp ‖ ‖ . 

(13) 

Based on Bayes’ theorem, the posterior distribution of ( ,  is: 

14 
pdf , | , , , , ∝

pdf , , , , | , ∙ pdf , ,  
(14) 

where pdf ,  is the prior distribution of ( , . The MAP 
solution is found by maximizing the posterior distribution in 
(14). Taking the negative logarithm of the right-hand side of 
(14), we obtain an objective function to minimize: 

1
5 

, ‖ ∙ ‖ ‖ ∙ ‖ 	
‖ ∙ ∙ ‖ 	
‖ ∙ ∙ ‖ 	

log pdf , . 

(15) 

Thus, the MAP estimation of the parameters can be obtained by 
solving the following optimization: 

16 
∗, ∗ arg	min

,
	 , . (16) 

There are several important observations concerning this 
optimization problem. First, each of the first two terms 
emulates the loss function of least-squares regression in (2). 
Second, the mutual agreement between the complete and partial 
models upon labeled and unlabeled data are reinforced by the 
third and fourth terms, respectively. Third, the weights  
in (15) are controlled by the hyper-parameters , , . 
Fourth, the objective function ,  is convex if and only if 
the logarithmic density function of the prior distribution is 
convex. Finally, depending on the choice of prior, the 
optimization problem may or may not have a closed-form 
solution. For example, when a flat prior is applied, the solution 
can be expressed in a closed form [25]. Otherwise, the 
optimization problem must be solved numerically.  

Even though there have been many co-training variants in the 
literature, PBCT is unique in its way of generating and utilizing 
a partial model to improve the complete model. An in-depth 
theoretical analysis would be of great importance to understand 
the insights of PBCT. However, such a theoretical analysis will 
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be considered in our future research. 

IV. PBCT IMPLEMENTATION DETAILS 

In order to deploy the PBCT method effectively, several 
implementation details are discussed in this section, including 
hyper-parameter estimation and view creation. 

A. Hyper-parameter Estimation 

Before solving (16), the hyper-parameters , ,  must 
be numerically determined. Given a list of candidate values for 
each hyper-parameter, a brute-force search would require 
browsing a three-dimensional table. For each entry in the table, 
cross validation can be performed to determine its 
corresponding validation error. Next, the entry with the 
smallest validation error is selected. However, the 
aforementioned brute-force method is computationally 
impractical because it requires an expensive three-dimensional 
search. Instead, we propose a direct estimation method to 
estimate each hyper-parameter individually. 

First, the variance  between  and  parameterizes the 
measurement error in the course of label collection. Since the 
consensus function  is supposed to be the true underlying 
model, we assume that the measurement errors in our 
experiments are negligible, so that the collected label  and the 
function  are equal, i.e. 0. 

Second, the variance  of the partial model  can be 
directly estimated from a comparably small number of labeled 
samples, because  has low complexity. We exploit 
leave-one-out cross-validation [18] to estimate this variance: 

, as described in Algorithm 2. 

Algorithm 2. Leave-one-out Cross-validation 

Given  labeled samples ,
1

, compute the 

leave-one-out mean-squared-error . 
 1 FOR 1, 2, … ,  

2 Leave out ,  as the temporary test sample. 
3 Train a least-square partial model 2  using the 

remaining samples ,
1
∖ , . 

4 Calculate 2 . 
 5 END FOR 

 6 Calculate 
1∑ 2. 

The last hyper-parameter, , is the variance of the complete 
model . Because this model has high complexity, any 
estimation based on limited labeled data would be inaccurate. 
Therefore, we must conduct a one-dimensional search to 
estimate . Given a set of candidate values, 	 , the 
modeling error of PCBT corresponding to each candidate  
can be computed using leave-one-out cross-validation. Then, 
the candidate with minimum validation error is chosen: 

17 arg	min
∈

	 . (17) 

It should be noted that our heuristic estimation methods are 
not globally optimal. However, the approach is able to provide 
reasonably good solutions for several applications, as will be 

demonstrated by our experimental results in Section V. 

B. View Creation 

The view creation process is critical for multi-view learning 
in general [21]. In this subsection, we will discuss how the 
complete and partial views can be determined for PBCT. 

Given a set of labeled data and a pool of available features, 
we aim at finding the most comprehensive subset of features 
that does not over-fit the training data. A model learned from 
that subset would have maximum representative capability. To 
solve this task, we utilize Sequential Forward Selection (SFS) 
[17]. SFS accumulatively searches for the important features 
that minimize the validation error. Our implementation of the 
SFS algorithm is presented in Algorithm 3. 

When a new feature is added, a consecutive error  is 
captured. Ideally, these errors should be diminishing 
monotonically when more features accumulate. However, due 
to the scarcity of training data, there exists a point ∗ at which 
the model becomes too complicated such that overfitting starts 

to occur. As a result,  begins to increase. Thus, the subset 
of selected features is up to and including the ∗-th feature. 

Algorithm 3. Sequential Forward Selection 

Given a pool of available features  and the 

labeled data 	 , , select a feature subset . 
 1 Create an empty set ∅. 
 2 FOR 1, 2, … ,  
 3 FOR EACH ∈  

 4 Generate a view ′ ∪ . 

 5 Compute the validation error  of ′  using 
Algorithm 2 on 	 , . 

 6 END FOR 

 7 Calculate min
∈

. 

 8 Calculate arg min
∈

. 

 9 Set ∪ . 

 10 Set ∖ . 
 11 END FOR 

 12 Calculate ∗ arg	min
∈ , ,…,

. 

 13 Set  composed of the first ∗ features in . 

Considering the initial pool of features as our complete view, 
we apply Algorithm 3 on labeled training data to obtain a 
feature subset. This is the largest subset that does not overfit the 
training data, and hence becomes our partial view. It is worth 
noting that our view creation process generates overlapping 
views with shared features. Hence, PBCT is distinctively 
different from other existing methods for view creation 
[29]-[31], which consider views as mutually-exclusive feature 
subsets. This distinction also prevents direct comparison of 
PBCT against other existing co-training methods for our 
application of interest. 

C. Summary 

Algorithm 4 summarizes the major steps of the PBCT 
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algorithm. This algorithm has a complexity of 
Ψ , where  is the number of labeled samples,  

and  are the dimensionalities of the complete and partial 
views respectively,   is the stopping criterion 
for SFS,  is the number of candidate  values, and Ψ is the 
cost of step 9. Since ≫ , the first term dominates 
the second term. Thus, the complexity of Algorithm 4 is 
approximately Ψ . Even though PBCT is 
designed for semi-supervised learning, there is no strict 
requirement on the number of labeled or unlabeled samples. In 
general, increasing the number of labeled or unlabeled samples 
would improve the modeling accuracy. 

Algorithm 4. Partial Bayesian Co-training 

Given the prior pdf , , the labeled data ,
1
 and the 

unlabeled data , estimate , . 
 1 Determine the partial model using Algorithm 3. 
 2 Set 2 0, and estimate 2

2 using Algorithm 2. 
 3 Generate a set of values for 1

2: 	 . 
 4 FOR 1, 2, … ,  
 5 Set 1

2 . 

 6 Compute 1
4  from the given 1

2, 2
2, 2 . 

 7 FOR 1, 2,… ,  
 8 Leave out ,  as the temporary test sample. 

 9 Solve (16) to learn ,  from the remaining 

samples ,
1
∖ , . 

 10 Calculate ∙ . 
 11 END FOR 

 12 Calculate 
1∑ 2. 

 13 END FOR 
 14 Calculate 1

2 arg	min
∈

. 

 15 Compute 1
4  from the given 1

2, 2
2, 2 . 

 16 By solving (16), learn ,  from the entire 
training data. 

V. NUMERICAL EXPERIMENTS 

PBCT is validated on three industrial applications: 
gun-drilling, inkjet printing, and low-noise amplifier. 

A. Gun-drilling 

Gun-drilling is a machining process in which an 
asymmetrical cutting tip produces a small and deep hole 
through a metallic material [32]. The resultant product of this 
process is a hole with very high depth-to-diameter ratio. In this 
process, an important quality indicator is the diameter of the 
resultant hole. However, the hole diameter is measured using a 
coordinate-measuring machine, which may take up to 12 hours 
per hole. Therefore, our goal is to estimate the diameter from 
sensor data, including signals collected during the drilling 
process such as acoustic emission [33], force and vibration [7]. 

1) Setup 

For this industrial dataset, no prior knowledge is available. 
Hence, we assume a flat prior, i.e., pdf , ∝ 1, and the MAP 

estimation reduces to MLE. Due to the high cost of this drilling 
operation, there are only 12 labeled samples and 28 
unlabeled samples in this dataset. The complete view  
consists of five features, while the partial view is adaptively 
determined by Algorithm 3 during runtime. 

In this experiment, we keep the set of unlabeled data 
unaltered, while slowly shrinking the labeled set. Starting from 
the initial 12 samples, labeled samples are gradually removed. 
At each value of , a leave-one-out test is conducted to 
compute testing errors. Namely, there are 1  labeled 
samples for training and one labeled sample for testing. Testing 
errors of five methods are computed and compared: (i) LS on 
the complete view (LS-C), (ii) Reg LS on the complete view 
(Reg LS-C), (iii) LS on the partial view (LS-P), (iv) PBCT, and 
(v) Hessian energy semi-supervised regression (HSSR) [15]. 
To ensure statistical stability while removing labeled samples, 
we repeat a random selection for 100 times and report the 
median results. 

2) Results 

Since the complete view contains all available features, the 
complete LS and Reg LS models are the optimal linear models 
if labeled data are unlimited. On the other hand, since the partial 
view was selected to minimize the validation error on the 
training labeled data, it makes the optimal LS model given the 
reduced set of training samples. By testing PBCT against these 
fully supervised models, we want to test its ability to take 
advantage of the unlabeled data. In addition, we compare PBCT 
to HSSR, a semi-supervised regression method which utilizes a 
low-dimensional manifold and a Hessian regularization 
function [15]. 

 
Fig. 3. Experimental results on the gun-drilling dataset. 

The modeling results are shown in Fig. 3. For larger values 
of , all the LS-based models perform better than HSSR. For 
9 5, the complete LS models overfit the training data, 
which leads to its high error rate. On the contrary, the partial LS 
model does not overfit due to its low complexity. PBCT makes 
use of unlabeled data to avoid overfitting, yielding the lowest 
errors. At 4, there are few labeled samples for the partial 
model to accurately guide the complete model. As a result, 
PBCT starts to overfit. HSSR, however, maintains a stable error 
rate. By observing the selected features in the partial view, the 
most important features are identified, including rotational 
force, thrust force, and power of high-frequency components of 
acoustic emission signal. 

B. Inkjet Printing 
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This example comes from the printing industry, where the 
subject of interest is page-yield, a performance indicator for ink 
cartridges. The page-yield of a particular ink cartridge is, by 
definition, the number of “good pages” that the cartridge can 
produce, following the ISO/IEC 24711 standard [34]. This 
metric is used to guarantee the cartridge quality to the 
customers. Unfortunately, the physical test to measure 
page-yield is destructive, because not only is the cartridge 
depleted, but the printer used in the process, after printing 
thousands of pages, is expended. Thus, our objective is to build 
a regression model to estimate the page-yield from sensory 
measurements (i.e. resistor size, bore size, etc.) to bypass the 
destructive test. 

1) Setup 

This dataset consists of four sub-datasets corresponding to 
four printing colors: (i) black, (ii) cyan, (iii) magenta, and (iv) 
yellow. For each sub-dataset, Table I presents  (the number of 
labeled samples),  (the number of unlabeled samples), and 
| |  (the number of features in the complete view). An 
experiment similar to the gun-drilling example is conducted to 
predict the page-yield for each inkjet printing color. The partial 
view is determined in runtime by Algorithm 3, and a flat prior is 
assumed since no prior knowledge is available. 

TABLE I. INKJET PRINTING DATASETS 
 Black Cyan Magenta Yellow 
 16 16 16 16 
 42 40 36 42 

| | 7 9 5 7 

2) Results 

 
  

Fig. 4. Experimental results on the printer-cartridge datasets: (a) black, (b) 
cyan, (c) magenta, and (d) yellow. 

The results are provided in Fig. 4. For larger values of , the 
complete LS models overfit and produce larger error than the 
PBCT models. On the other hand, the partial LS model 
performs well only when  becomes very small. For all  
values, HSSR manages to keep a stable but relatively high error 
rate. PBCT outperforms the other methods when  is within a 
specific range of 14 8. The most critical features are 
found to be nozzle bore size, resistor width, and resistor length. 

C. Low Noise Amplifier 

This dataset is generated from the design of a tunable 

2.4GHz low noise amplifier (LNA) in a commercial 32nm SOI 
CMOS process [35]. The task is to model three performance 
metrics: noise figure (NF), voltage gain (VG), and third-order 
intercept point (IIP3) based on device-level fabrication 
variations, including both inter-die variations and random 
mismatches. In this example, each labelled sample is generated 
by an expensive device-level simulation that takes several 
hours to finish. The training set contains 20 labeled and 50 
unlabeled samples. Modeling errors are computed using a 
hold-out test set of 30 labeled samples. 

1) Setup 

Due to high dimensionality of the feature space, we 
improvise our PBCT optimization problem in (15) to include a 
prior assumption that the model coefficients are sparse: 

1
8 

, ‖ ∙ ‖ ‖ ∙ ‖ 	
‖ ∙ ∙ ‖ ‖ ∙ ∙ ‖ 	

. 
(18) 

The L-1 norm regularization term in (18) favors a solution with 
many zero-valued elements, in a process that is similar to 
Sparse LS in (5). Sparse LS, also known in the statistics 
community as LASSO [19], is a popular technique to deal with 
overfitting for high-dimensional regression tasks. Thus, we 
compare PBCT against Sparse LS on the complete view 
(SR-C), Sparse LS on the partial view (SR-P), and HSSR. 

The complete view is composed of 1,502 features. The 
partial view is adaptively determined in runtime by Algorithm 
3. The hyper-parameters  of PBCT and  of Sparse LS are 
determined by invoking Algorithm 2. 

2) Results 

The results from the LNA dataset are provided in Fig. 5. 
When the number of labeled samples is reduced, both the 
complete and partial Sparse LS models produce larger testing 
errors than the PBCT models. 

 
Fig. 5. Experimental results on the LNA dataset: (a) NF, (b) VG, and (c) 
IIP3. 
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Fig. 6. Model coefficients from Sparse LS and PBCT. 

For all three performance metrics, PBCT proves itself better 
than all LS-based methods and HSSR. For IIP3, the amount of 
training labeled samples can be decreased by up to 50% without 
accuracy loss. Additionally, from the training results for VG 
with 20, the model coefficients are plotted for both the 
complete Sparse LS model and the complete PBCT model in 
Fig. 6. The PBCT coefficients are sparse, thus conforming to 
the applied Bayesian prior. 

VI. CONCLUSIONS 

In this paper, a novel Partial Bayesian Co-training method is 
proposed for semi-supervised virtual metrology scenarios 
where labeled data are expensive to acquire, while unlabeled 
data are abundant. First, a partial view is created from the 
complete view using SFS. Subsequently, the governing 
hyper-parameters of PBCT are determined by heuristic-based 
estimations. Finally, the MAP solution for the model 
parameters is obtained by solving a convex optimization 
problem. Supported by the results from three industrial 
applications, PBCT is shown to be resistant against overfitting 
and maintains a robust performance with limited labeled data. 
Hence, it is of great value for various virtual metrology 
applications where label collection is extremely expensive. 

It is worth discussing several meaningful aspects concerning 
the PBCT model. First, the edging advantage of PBCT lies in 
the ability of the partial model to provide side information to 
guide the complete model during training. If this guidance is 
accomplished, the risk of overfitting is significantly reduced for 
the complete model. Second, PBCT proposes and recommends 
the beneficial exploitation of overlapping views in multi-view 
learning. Third, the PBCT graphical model is effective yet 
sufficiently simple so that it can be employed as a modular or 
supportive unit in a larger framework, thus making the 
proposed work highly extensible. 
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